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Introduction 

 

Artificial Intelligence (AI) is the buzzword of the century. However, on the face of it, it appears 

to be an oxymoron. How could intelligence (our unique capacity of understanding and 

autonomous thinking) be artificially constructed? It is our natural and mystical ability which 

evolved along with our species and seems to be far beyond our current understanding. And 

manufacture it artificially? This may easily be too much for one to swallow. 

 

In this paper we shall aim at a deeper analysis of this phenomenon and offer its critique in the 

Kantian sense of the word: i.e. striving for clarity and understanding. Its two parts follow 

logically, and, first, we discuss Searle's philosophical arguments with respect to creating AI and 

to our efforts to understand our minds via AI; the second part will elaborate on the first in 

looking at the whole AI discussion through the lens of physics. 

 

More specifically, the philosophical part will look at Searle's Chinese room argument 

concerning the outlook of creating an AI, at the argument from computation being a non-

physical property challenging the mind-computer analogy, and at the most common counter-

argument presented via the so-called systems reply. The physical analysis will then proceed to 

expand on Searle's arguments, will introduce the notion of panpsychism as the middle course 

between physicalism and dualism, some loose ends of the philosophical part will be tied up by 

re-examining the nature of computation, and, lastly, the impact of the so-called quantum brain 

hypothesis on the future of AI will be scrutinised.  
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The authors of this paper believe that given the present developments vis-à-vis AI, both in 

philosophy and physics, we are encouraged to be sceptical and cautious about the most 

ambitious predictions of the AI industry. Our prudential recommendation thus focuses on an 

increased investigation in the field of the relationship between minds and computers (aiming at 

a more generally agreed-upon consensus) which, as it will be shortly shown, would be the 

conceptual starting point of any realisable practical considerations.  

 

Part I: Philosophical Analysis  

 

The story of the wave of conceptual criticism towards the potential achievements of AI began 

to unfold in 1980 with the publication of John Searle's paper ‘Minds, Brains, and Programs’. 

Here he presented his famous, influential and still-standing argument against the strong AI 

called the Chinese room argument. 

 

The goal of this philosophical part of the paper is primarily to map Searle's arguments: his 

original objections against the strong AI and then his subtler reservations towards the weak AI. 

For simplicity's sake, this development will be represented by two interconnected arguments: 

the Chinese room argument, and what I shall call the argument from computation being a non-

physical property. With this conceptual presentation under our belt, my second goal is to put 

Searle's reasoning to the test.  

 

Strategy-wise, it is outside the scope of this paper to discuss all the objections which have been 

raised against his position, and I shall deal only with one of the most common and recurring 

counter-arguments, which came to be called the systems reply—to show its significance, it has 

been endorsed by Ray Kurzweil, Daniel Dennett, Ned Block, Georges Rey, Jack Copeland, 

Jerry Fodor, John Haugeland, et al.  

 

My hope is to show, that despite its subletly and intuitive appeal, the counter-argument does 

not completely succeed in refuting Searle's main thesis that computers, as purely syntactical 

machines, are not capable of understanding and hence of thinking. Consequently, Searle's 

position continues to be as compelling and challenging as it was almost forty years ago.  

 

1. The Strong AI and the Chinese Room Argument 

 

Before we turn to the analysis of the argument itself, let me rehearse the distinction between 

strong and weak AI. Customarily, strong AI makes ontological claims which can be spelled out 

in its objectives such as the creation of a self-conscious mind or taking an actual human mind 

and uploading it into a cloud of sorts with the aim of extending human lifespan from limited to 

unlimited. Strong AI works in the realm of the ontological (which, imperfectly speaking, is the 

field of philosophy interested in creation or manipulation of existence or being) as it strives to 

utilise our understanding of human brains, minds, computation and programming in actual 

"manufacturing" purposes.  
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Weak AI, on the other hand, operates in the realm of the epistemological—i.e. is not primarily 

interested in "making" but in understanding. The claims made by this investigation into AI 

concern the deepening of our current understanding of the brain and mental states, of processes 

which go on both in the brain and the mind, how these two interact, whether or not the mental 

is only a manifestation of the physical, and so on. In this sense, a well-programmed digital 

computer is a very useful tool in our study of the mind.  

 

The domains of interest of strong and weak AI undoubtedly overlap, but whereas the goal of 

the former is practical engineering, the latter is oriented scientifically and theoretically.  

 

Coming back to the Chinese room argument1, its objective is to curb the ambitions of the strong 

AI advocates—and, ultimately, of engineers. What is Searle's strategy behind the argument? In 

philosophical argumentation, one can generally prove things wrong either via pointing to a 

piece of evidence which falsifies an assumingly correct theory—let's call this the empirical 

strategy—or one can dissect the theory the other side derives its conclusions from and test the 

theory’s premises for consistency. This second and more rational strategy has the advantage of 

being more robust for the following reason: if it is possible to find a theoretical contradiction 

in one's system, then the time factor will not matter. In other words, if my practical efforts build 

on a conceptual error, it does not matter how much time I spend trying to get the outcome 

right—e.g. "We are unable to do X today, but in the year T we most probably will.". With this 

type of error, one is better to abandon the theory and start anew. And this is the strategy behind 

Searle's Chinese room argument.  

 

The argument is best illustrated as an analogy for how a computer operates. There is input 

information, processing and output information. This, in a word, is computation. Now, Searle 

invites us to imagine a man locked in a room full of boxes with Chinese symbols, and the man 

does not have the faintest idea of Chinese. Fortunately, there is also a rulebook in the room 

which contains simple "if-then" instructions—e.g. if this symbol then that symbol (or, more 

visually: if  汉 then 字). Moving one step ahead in the argument, imagine someone else slipping 

a piece of paper under the locked door with a Chinese symbol on it (take our 汉 again), and 

since you have no idea what it means (I assume you did not study Chinese and hence "汉" is 

just a set of unrelated strokes to you), you open the rulebook, look up the 汉 character and find 

the following: if  汉 then 字. So, you look through the many boxes with piles of Chinese 

symbols, find the "字" sign, and slip it back under the door as our answer. Easy: input, 

processing, output.  

 

Ask yourself the same question as before now: do you have any idea of what those symbols 

mean? Not at all. They could mean "if apple then red" or "if double right click on the mouse 

then open that folder" or "if elephant then muffin". "If elephant then muffin?”—you think to 

yourself. "But that's meaningless, though it's grammatically correct"2. And this is the gist of 

                                                      
1 In its entirety in Searle (1980). 
2 As a matter of fact, the "if  汉 then 字" example is itself meaningless to a certain extent. 汉字 stands for "Chinese 

language" (pronounced "hànzì"), but it does not necessarily follow that if Chinese then language. It could be also 
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Searle's Chinese room argument. By their virtue of the superfast capacity of symbol 

manipulation, we cannot conclude that computers, being purely syntactical, have any notion of 

understanding or meaning. In more technical terms: semantics is not intrinsic to syntax.3  

 

Linking this argument to the claims of strong AI, how does Searle disprove the mind-creation 

theory? This theory is grounded in the crucial reductivist analogy which assumes that a mind is 

technically a computer. And since a computer is software running on hardware with the goal of 

information processing (recall the input-processing-output scheme), then the only obstacles in 

mind-creation (or in mind-uploading) are the challenges of which hardware is compatible with 

our minds, and what kind of programme our minds actually are—what "language" are they 

written in. Solved these challenges, there seems to be no further stumbling block to strong AI.  

 

However, what Searle's argument points out is an inner inconsistency of such a strong AI theory 

which lies in the analogy itself. As the Chinese room argument shows, computers are purely 

syntactical (which is their greatest asset) in that they are able to shuffle symbols in accordance 

with prescribed instructions with an un-human speed; but this process is completely deprived 

of semantics—the machine does not know what it does no more and no less than you and I 

when receiving 汉and giving back 字. Human minds, argues Searle, also have semantics which 

are extrinsic to or independent of syntax—there can be a meaningful grammatically incorrect 

sentence. What follows is that unlike computers, we can survive without syntax, and computers, 

unlike us, do syntactical processing completely without understanding.  

 

The Chinese room argument can be thus summarised as follows: 

 

P1: Minds have semantics. 

P2: Computers (or programmes) are purely syntactical.  

C: The mind-computer analogy does not hold.  

 

The final observation in this regard is that if "something" has semantics (in particular when this 

"something" is a construction goal of engineering) it needs to have some degree of 

consciousness. As a consequence, it follows from the argument above that it is a human being 

who ultimately guarantees the semantics of the syntactical processes of computers. If it hadn’t 

been for a conscious human being, computation would not be observed, and could not therefore 

exist. And this brings our discussion to the next argument concerning weak AI. 

 

 

 

                                                      
if Chinese then cuisine or culture or government. The point of the example, though, was simply to give you the 
first-hand experience of unknown symbol manipulation, and show you that despite your answer being correct, 
you do not actually understand Chinese.  
3 We see this in our human language as well. Think of a phrase whose syntax will be flawless (a noun followed by 
a verb and, if transitive, followed by an object). Is it necessarily meaningful? How about: "cube dancing 
university" or "parrot sank argentum".  
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2. The Weak AI and the Argument from Computation Being a Non-physical Property 

 

The previous section left the reader with the suggestion that for computers to think 

autonomously (i.e. to have semantics) is to possess some degree of consciousness. Engineers 

should then turn to the old philosophical problems of the nature of consciousness—this 

subjective sense of self-awareness. For Searle, consciousness is to be understood 

biochemically, and, in principle, it is to the brain the same way digestion is to the stomach. 

What we lack, in comparison to the digestive system, is a better understanding of how the brain 

does it—how does it cause consciousness? Painted in broad strokes, this is the road which 

Searle suggests to be followed by anyone seriously interested in creating an AI4.  

 

Apart from all the above-mentioned difficulties strong AI advocates need to face (spanning 

physics, biochemistry, philosophy or even theology), Searle points to a more nuanced and acute 

problem5. It is located in one of the (up until now) assumed premises of the Chinese room 

argument: not only syntax does not, on its own, entail semantics, but syntax is also not intrinsic 

to physics, to the physical world. Put simply, on your regular stroll, you will never encounter 

Turing machines (i.e. "computers") laying around in your local park. The computation which 

defines them is observer relative—it is in the eye of the beholder, so to speak.  

 

Before fleshing out the second argument in more detail and pointing out its troublesome 

implications for weak AI, following Searle, let me introduce two vital philosophical 

distinctions. These will concern epistemology (our theory of knowledge) and ontology (our 

theory of being/existence).  

 

In making the ontological distinction, Searle follows Elizabeth Anscombe6 who alluded to the 

difference between brute facts (e.g. there is a sack of potatoes on my doorstep) from, what 

Searle calls, institutional facts (e.g. given the presence of the potatoes I now owe the grocer for 

their delivery). Another example would be this: "I have got some coins in my pocket"—is 

a brute fact; but the fact that the coins are a certain kind of currency is an institutional fact.  

 

This is Searle’s first distinction with regard to ontology: some things exist in an ontologically 

subjective way (e.g. promises, currency/money, marriage, etc.—we will not find these hanging 

down from trees in nature) and others exist ontologically objectively (e.g. mountains, oceans, 

chairs, coins in my pocket, etc.—we alert the others to their existence by merely pointing to 

them). The first group of things is observer relative, the second is not. 

  

The second distinction about epistemology follows a similar path: we can either have subjective 

or objective knowledge of things. For example, the knowledge of pains and tickles is subjective; 

on the other hand, the knowledge of the presence of mountains or molecules is objective. In 

                                                      
4 For a more detailed analysis cf. Searle (1998) and (2002). 
5 Cf. Searle (1990) to see the second argument in full length.  
6 Anscombe (1958). An aside: both Anscombe and Searle relies on this distinction in their arguments against the 
so-called fact-value dichotomy, and they show how the is-ought derivation is actually possible.  
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other words: saying that strawberry ice cream is the best is subjective knowledge, while stating 

that ice cream is a frozen milk or water-based substance is an objective claim.  

 

Why does Searle need this distinction to challenge weak AI? Let us follow a short series of if-

thens. If the objective of the weak AI is to facilitate our study of the human mind through the 

study of computers, then it is primarily interested in the nature of computation which links these 

two phenomena. If it is assumed that computation is naturally present in minds, then in order 

to study them via the mind-computer analogy, computation should be naturally present in 

computers as well (to be a physical property, as it were). However, is computation (which is 

defined purely syntactically as we learned in the Chinese room argument) a physical property? 

If it were, then, similar to mountain and molecules, computation should exist independently of 

its observers. The point Searle is making us aware of is that this is actually not true. 

 

Computation, as it stands, is observer relative and therefore ontologically subjective. It depends 

on our cognitive capacity of actualising it7. Now, does this ontologically subjective character 

of computation imply we can only talk about it and know it subjectively (recall the 

epistemological distinction)? Searle answers no. And this is what is often called the fallacy of 

ambiguity. For something to be ontologically subjective does not imply it can be known only 

subjectively. Computation, as the something, can be therefore studied and examined objectively 

from the third person’s perspective of science, but this does not negate its ontological 

subjectivity.8 

 

What follows from these observations is that if something exists ontologically subjectively, it 

does not mean our knowledge of it is necessarily subjective. Conversely, if something is known 

objectively, it does not in turn mean it necessarily exists ontologically objectively.  

 

What is the overall implication of this for weak AI? Given that computation is purely 

syntactical, and that syntax is not a physical property but is observer relative, any attempt to 

study our mind via computers is fairly complicated since the former is the causal explanation 

of the latter—and not the other way around.  

 

Does this mean we should abandon our computational achievements and stop striving to make 

computers even more efficient? Not at all. The suggestion made by Searle’s two arguments for 

the AI-related endeavours is that (i) to create a mind we need to have a deeper understanding 

                                                      
7 As a matter of fact, the original meaning of the word ‘computer’ was not that of a machine running calculations, 
but of a person doing calculations. In this original sense of the word, the existence of computation is wholly 
dependent on the computer—the person computing. 
8 To make this point even clearer, let us consider another ontologically subjective thing which is known 
objectively: say, marriage. Marriages do not exist in nature, but we can still have objective laws regulating them. 
If you take another institution of this kind such as university, again, it is not the buildings, campuses, diplomas or 
online syllabi—you cannot point to one of these and say "Look, my uni!". A university is ontologically subjective. 
If human beings had not evolved, other animals would not have occupied their current universities—these would 
not have existed. Nevertheless, we can objectively know from which university I graduated or to which I wish to 
apply for a teaching position.  
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of how the brain causes consciousness (assuming, perhaps necessarily but insufficiently, the 

biochemical nature of the causation) and (ii) that our minds are not only substantially different 

from computers, but also that our minds underpin the existence of computation. 

 

3. The Systems Reply Counter-argument  

 

Unsurprisingly, Searle's arguments have produced multitudes of disagreeing replies9, and the 

so-called systems reply is likely to be the most common one10. I shall dedicate the remaining 

part of these philosophical investigations to its examination.  

 

In a nutshell, the systems reply goes along these lines:  

 

It may be true that the locked-in man shuffling the unknown symbols in the Chinese room has 

no understanding. However, the man is just a part of a larger system; and while the man does 

not understand, "the room" does. The system with all its parts understands. What parts? If the 

man is, say, the CPU, then there are also the computer's memory drives and other hardware, the 

software itself (the rulebook), etc. All taken together, as a system, is then surely able of 

understanding. As a result, semantics is the matter of a different and higher level of analysis.11  

 

Searle's answer is unsurprisingly straightforward: the fallacy of the wrong level of analysis is 

itself a fallacy. He argues that there is no substantial difference between the man in the room 

and the room as a larger system—he can learn the instructions by heart, do all the necessary 

calculations by himself, etc. If we imagine him leaving the room, it is as if the whole room was 

leaving with him—or, better put, in him. What follows is that even though he is the embodiment 

of the room itself, he still does not understand Chinese and merely continues shuffling unknown 

symbols. Once again: all syntax, no semantics. 

 

This necessarily leads Searle and his opponents to delve deeper into the theory of interpretation, 

of meaning and, ultimately, into metaphysics. It is outside the scope of this philosophical part 

to go into these questions, but what I hope to have sufficiently shown is that: (i) Searle's 

arguments continue to be a significant stumbling block for both the strong and weak AI 

advocates, and they cannot be dismissed (without a proper consideration) as out-dated; and (ii) 

artificial mind-creation is in principle an unresolved philosophical issue, and without having a 

more plausible conceptual consensus with regards to some essential weak AI-related questions 

(the nature of the mind, the brain's causation of consciousness, the ontologically subjective 

nature of computation, etc.), any practical step taken by strong AI engineers is in theory a dead-

end. 

                                                      
9 For a more comprehensive list of replies, see Cole (2015).  
10 Searle (1980), p. 418. 
11 The system reply argument was presented in small variations by many of Searle's opponents: the man in the 
room is only the CPU (Rey, 1986); the man merely puts into effect different decisions and is therefore neutral 
from the point of view of the system (Kurzweil, 2002); the man is, again, only an implementer, and the whole 
confusion about the lack of understanding if the fallacy of a wrong level of analysis (Haugeland, 2002; Copeland 
2002); etc.  
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Part II: Physical Arguments 

 

In the last few years technology brought us to the point when software can work with physical 

reality so well (through cameras and detectors, like drones and self-driving cars) that engineers 

started asking themselves if a genuine mind, similar to ours, can arise in such a computer which 

can take information from the environment and then process it. But despite the huge progress 

in neurosciences, what Nagel wrote forty years ago still holds true: “We have at present no 

conception of what an explanation of the physical nature of a mental phenomenon could be.”12  

 

Therefore, it is misleading to come up with better known analogies from physics of how mental 

can be reduced to physical, because the physical structure of what makes us conscious is still 

not known. We are able to recognize many information fluxes in the brain but what connects 

all those processes and gives rise to one conscious subject experiencing the reality as a whole 

is still a mystery. Nowadays we can build our computers and their detectors from very tiny and 

effectively working building blocks, though when we do not know what the right recipe for 

autonomously thinking AI is, we cannot cook it even if many fine ingredients are available. As 

Nagel wrote: “Without some idea of what the subjective of experience is, we cannot know what 

is required of a physicalist theory.”13  

 

1. Syntax Is Not Intrinsic to Physics: Every Material Structure Can Be a Computer 

 

“Computational states are not discovered within the physics, they are assigned to the physics.”14 

As it was presented in the philosophical part, the famous Chinese Room Argument showed that 

semantics is not intrinsic to syntax, and another Searle’s argument, where philosophy meets 

physics, shows that syntax is not intrinsic to physics. Namely, computational states can be 

assigned to almost all physical phenomena, movement of cats and mice, waterfalls, patterns of 

molecule movements in the wall of the room where are you now sitting.15 Also, in our modern 

computers, there are literally no zeros and ones, there are just transistors with different voltage 

levels which represent zeros and ones. Similarly, all those examples mentioned above could 

represent zeros and ones. The first crucial difference is that computers are built by us in a way 

that zeros and ones are represented by sufficiently small material structures but big enough that 

quantum fluctuations do not play a significant role there. Secondly, computers are built in a 

way that they can run almost every program logically written in the language of zeros and ones. 

And thirdly, we can easily put inputs and harvest outputs from the computer, but not from the 

molecule movement in the wall. Those are some of the main reasons why we use computers 

and not the molecules in the wall to process information.  

 

Analogously, the plastic chair and the bole in the forest can both be used for sitting, but chairs 

made by us are easier to move and easier to obtain, that is why we assigned to those objects 

                                                      
12 Nagel (1974). 
13 Ibid. 
14 Searle (1990), p. 27. 
15 Searle (1990). 
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“the chair tag”. This example illustrates that material reality contains no informational structure 

by itself, we have assigned it to the physical reality. We manipulated some matter to get the 

chair, similarly, we manipulated silicon, iron, copper and other elements to build the transistors 

and then we assigned to them the informational value. Therefore, there is no information (as a 

meaningful data) intrinsically (independently of human observers) present in computers, there 

are only two physical states we assigned logical values. Analogously, for a book to contain  

meaningful information ink on the paper is not enough, the understanding of the symbols and 

the language is required. 

 

If we think that because of the presence of huge amount of logical operations a consciousness 

could arise in the computers, then it should be possible that also walls and waterfalls and 

basically every large material structure could be conscious because it is possible to assign 

logical values to physical states of its parts and their evolution in time can represent a 

computational program. As Searle writes: “The characterization of a process as computational 

is a characterization of a physical system from outside; and the identification of the process as 

computational does not identify an intrinsic feature of physics, it is essentially an observer 

relative characterization.”16 And if we would have assigned a logical value one to every atom 

in the table having bigger kinetic energy than the average kinetic energy of all atoms in the 

table and zeros to all other atoms in the table, then the table would contain more information 

processes than a computer sitting on it. Because all those atoms constantly interact with each 

other and their kinetic energies are changing. It sounds bizarre, but surely, when we think about 

it, a kinetic energy is equally physically real as a voltage level. The only difference is that we 

can control information processes and harvest outputs in a computer easier. 

 

Premise 1: There is no logical syntax present in physics, all syntax and thus also computational 

states are assigned to material structures. “All computational states are observer-relative: they 

are not intrinsic to the physics of the system.”17 

 

Premise 2: To every complex material structure computational states could be assigned, and 

movement of its parts can represent a computational program. Thus, every complex material is 

a computer. 

 

Conclusion: If we expect that consciousness will arise in computers because a lot of processes 

are happening there to which logical operations could be assigned, then we should expect that 

all large enough material structures are conscious because even a larger amount of processes to 

which computational states could be assigned is happening there. Our intuition rejects this 

answer mostly because the computers we use are running programs we prepared and thus they 

are making operations we want. On the other hand, the molecule movements in all other (large 

enough) matter could represent programs but we have no control over them and we do not need 

the results of those programs, because they seem random to us.  

 

                                                      
16 Searle (1990), p. 28. 
17 Bishop (2009), p. 509. 
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Analogically, water is always attracted by the gravitational force of the Earth, but if we want to 

take advantage of that phenomenon we have to build a watermill. Similarly, electrons are 

attracted by oppositely charged matter, and in order to use it for doing computations we 

constructed computers. The computer as a complex material structure does not process 

information or perform computations, it can only work with electricity in a quite complex way 

that when the complex set of inputs is applied, the outputs can be interpreted as the result of a 

computation. 

 

2. Some Version of Panpsychism Must Be True 

 

Tim Maudlin came with the supervenience thesis: “Two physical systems engaged in precisely 

the same physical activity through a time will support the same modes of consciousness (if any) 

through that time. … for which we have some fairly direct evidence. We know that we can 

induce pains and visual experiences at a time by stimulating particular areas of the brain at that 

time. We know that particular types of mental activity are directly correlated with concurrent 

types a brain activity as revealed, for example, by the electro-encephalograph.”18 The important 

thing to realize here is that we have  direct evidence for the correlation between the brain as a 

physical structure and mental states of the person with that brain, but we have zero evidence 

that only the computational structure of the brain is related to “experiencing” mental states. To 

prove that we would need to build an artificial copy of a brain which would be able to do exactly 

the same computations and such an artificial structure then would “experience” mental states 

as feelings. 

 

When building computers, we use laws of physics. Furthermore, if some believe that they build 

such a computer where consciousness will arise, then they definitely accept that physicalism 

holds true. Physicalism is the doctrine that there is nothing over and above the physical.19 In 

the world where is nothing above the physical, the mental also has to have some physical 

grounding. The argument why the mental also supervenes on the physical goes like this: mental 

events must be physical if they are to causally interact with the physical world in the way we 

think they do.20 Therefore, what seems to us being the mental has to have in fact some physical 

grounding because ultimately it interacts with the physical. 

 

Premise 1: The Universe is material. The most fundamental level of reality is the level occupied 

by physical objects (quarks, electrons) and governed by physical laws. Metaphysically, we can 

say that everything supervenes on the physical. 

 

Premise 2: Consciousness exists. Humans, you and I, we are conscious, therefore the existence 

of consciousness is a fact. 

 

                                                      
18 Maudlin (1989), p. 409. 
19 Tiehen (2018). 
20 Ibid. 
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Conclusion 1: Consciousness supervenes on the physical. In the physical universe where 

consciousness exists some version of panpsychism, the view that the mental is grounded in the 

natural world, must be true. Probably the most commonly accepted version is that 

consciousness is the result of the certain structure of physical particles, which is for example 

present in the human brain. 

 

Conclusion 2: Classical computers will not be conscious if we accept the material universe and 

therefore the truth of some version of panpsychism. Namely, if the cause of consciousness lies 

in some kind of matter itself or in the special structure of matter, the mathematical (logical) 

structure classical computers cannot cause consciousness to arise. Despite this fact, the 

architecture of computers is perfectly suitable for a huge amount of observer-relative 

information processing (as we saw above). 

 

And even if we want to build conscious machines by replicating the physical (not 

computational) structure of the human brain responsible for self-awareness and consciousness, 

we still do not know what arrangement of physical particles is the source of consciousness. 

 

3. Thinking Is More Than Just Computations 

 

Information processed and stored in the human mind feels integrated, forming a unified 

indivisible whole. For a computer to become self-aware and capable of genuine thinking- being 

creative, formulating its own objectives and to understand causality, it must be more than just 

a sum of its information processes. There must be something which unifies all those information 

processes in one consistent picture of perceived reality. 

 

The new wave of artificial intelligence hype arose in the recent years because of the success of 

machine learning. Despite the undisputable success of machine learning, we have to keep in 

mind that it is still only a huge amount of computations. Moreover, adversarial examples show 

that the matrix, the machines developed to solve problems and which we do not understand, is 

not so mysterious but more likely just flawed. For example, in machines which can see, the 

change of few pixels can cause the completely different “understanding” of the reality. For 

example, a horse on the road with some very tiny stain can be evaluated by self-driving car like 

a tree in the background. The adversarial examples hint that even modern artificial intelligence 

using machine learning and doing billions of operations per second lacks understanding 

(semantics) of the subject of those computations. Furthermore, we have to realize that humans 

are conscious, but we are pretty horrible and very slow at performing mathematical 

computations. 

 

Premise 1: Thinking and being conscious requires more than just performing a vast number of 

computations at a time. 

 

Premise 2: Even the best machine learning is just a huge amount of computations which, based 

on the adversarial examples, still fails at evolving some understanding of the processed 

information. 
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Conclusion 1: Improving speed and enlarging the number of simultaneous computations is not 

enough to end up with genuinely thinking and self-aware artificial intelligence. Despite the 

world ‘learning’ in machine learning, AI still fails to acquire a working model of the reality. Of 

course, the percentage of failures can be (and is) lowered during the training of AI but 

nevertheless, we have the best reason to believe that there is no real understanding of the reality 

happening. 

 

Conclusion 2: We do not know what unifies all information processes in the brain to one holistic 

experience of reality and feeling of being “oneself”. In AI there is missing something which 

could unify all information processes, it is just computations. 

 

 

4. Consciousness and Thinking Could Be the Result of Quantum Effects 

 

The most fundamental theory of the physical reality we have is quantum mechanics. We know 

that on that more fundamental quantum level there are also information processes which we do 

not completely understand yet and our technology does not allow us yet to test them effectively. 

Therefore, if someone wants to achieve consciousness in AI only through building an 

information processing machine (despite the fact that arguments above point to the fact that 

information processing is not enough), then there is very reasonable chance that it will be 

impossible to achieve in classical computers.  

 

We already know that biological systems are working with individual atoms in ion channels, 

photosynthesis or ATP creation in mitochondria, therefore we could expect that also important 

processes in our brains are grounded in the quantum level of reality. In fact, scientists came up 

with the quantum brain hypothesis21, which is the theory that apparent complex human decision 

making and free will are the result of the amplification of quantum processes in the brain. 

According to this theory, the brain is built in a way that ‘random’ quantum outcomes are not 

killed by decoherence, as one would expect in the warm and wet environment, but on the 

contrary, outcomes of some quantum events are amplified to macrolevel outcomes. This theory 

still has a lot of weak points22, but on the other hand, it offers a conceivable physical explanation 

of why the material structure of the brain differs so much from the rest of a matter in possessing 

such extraordinary properties like self-awareness, holistic experience of identity and reality, 

decision making and creativity.   

 

Premise 1: The mind-body problem is still unsolved. We still do not understand how mental 

supervenes on the physical. 

 

                                                      
21 Cf. Jedlicka (2017). 
22 Ibid. 
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Premise 2: Quantum theory is the best proven theory in history and our most fundamental 

theory of the universe. And quantum brain hypothesis is a possible solution to the mind-body 

problem. 

 

Conclusion: Classical computers cannot be conscious because they are not built in a way that 

amplifies outcomes of quantum events. Possibly, the development in the field of quantum 

computation can shed more light on the problem of thinking AI.  

 

Even if the quantum brain hypothesis contains only a small amount of truth and quantum effects 

works in the brain in a different way, I am sure, it is still crucial to understand how quantum 

processes are involved in the brain, because it can be decisive for the brain to be conscious. 

Because of the material difference between the human brain and computers, the way quantum 

effects decohere in the brain can cause the brain to have some extra informational states 

available. Or because of how the brain works with (or maybe even creates) quantum 

entanglements, it could allow the brain to create a holistic picture of the interaction with the 

reality outside as a result of “harvesting” many simultaneous computations. We can speculate 

that the mind is a form of quantum entanglement following many computations at a time. 

Furthermore, the physicists are already working on the phenomenon of quantum memory, 

where they study the already observed quantum memory scheme, where a quantum state of 

light is mapped onto an ensemble of atoms and then recovered in its original shape.23  

 

Those are for now only speculative hypotheses, but if the human brain works as a mix of a 

classical and quantum computer, then that can give the brain a new level of possibilities in 

comparison with classical computers. That way, classical computers can be a million times 

faster in carrying out classical computations but without implementing some aspects of 

quantum computing it could be impossible to acquire other properties human brains have. 

 

Conclusion 

 

AI can be dangerous and can kill us – like self-driving cars, they could be programmed to be 

self-navigated military weapons trying to maximize their damage, and self-driving cars are 

already out there. But it does not imply that AI will be dangerous because it will be conscious 

or able to think like humans. It will be dangerous only if people program it to be dangerous or 

if it is programmed in a sloppy way such that dangerous actions will be its reaction to some set 

of inputs from the environment. One can even be very careful but still leave unforeseen 

scenarios. 

 

In this paper we presented several arguments why AI based on pure information processing 

cannot think and “understand”  reality like we do. Moreover, we do not yet understand how the 

human minds integrate a multitude of information processes into one whole experience. 

Similarly, we do not sufficiently understand how quantum processes in the brain are involved 

                                                      
23 Le Gouet, Moiseev (2012). 
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in the phenomena of consciousness and thinking. In addition, present technology does not allow 

us to test if quantum computing itself, or when mixed with classical computing, would lead to 

better results in imitating human brain. 

  

We are therefore confident that it is not possible at present—and for the foreseeable future—to 

discuss any kind of autonomy or genuine decision-making of computers. Even our best 

computers based on machine learning do not manifest any autonomous decision-making 

because computers do not have any sense of meaning of the incoming data from the physical 

environment; all that computers do is to assign different outcomes to incoming data through a 

vast number of computations and that’s it (fortunately—we may add).  

 

Adversarial examples clearly show that it might be that solutions matrices evolved through 

machine learning can be effective, but AI continues to lack any kind of real understanding of 

the world. Adding more computational power and more data to train on is not enough for 

consciousness to arise in AI, since the unifying element of all those information processes is 

missing. We even lack the recipe to build a conscious AI due to the fact that we do not grasp 

how the brain causes our holistic experience of identity and reality. 

 

Understanding symbols and the reality to which they refer—semantics—is not intrinsic to 

syntax, as we explained. Furthermore, what is of great importance is that syntax itself is not 

even intrinsic to physics. If someone rejects the concept of semantics and accepts that every 

mental state is the result of computations, she is entering the impasse. For, as presented in this 

paper, computation is not a physical property, it is observer relative and thus it does not have 

an independent objective ontological quality on which we can build the mental. The mental 

must be then grounded in the physical, where panpsychism enters into the picture, as described 

in Part II, and shows that with regard to consciousness there can be a crucial difference between 

the material structure of the brain and its logical structure. The logical structure, to some extent, 

is likely to be replicated in computers but not the physical structure—since we are still far from 

the complete understanding of the human brain. 

 

The enthusiasm about a potentially fast-approaching autonomously thinking and conscious AI 

is overestimated. And if the analysis provided in our paper is sound, we have a good reason to 

believe that, with respect to the state of the art of our scientific and philosophical knowledge, 

we are urged to take a step back and re-evaluate strong AI's theoretical premises.  
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